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Abstract

Decentralized permanent storage protocols like Arweave provide strong guarantees about data persistence

through cryptographic commitments, Merkle proofs, and economic incentives. However, storage guarantees

do not imply delivery guarantees. When data traverses an intermediary (a gateway) between the storage layer

and the requesting client, new questions arise: Did the gateway serve the correct data? Did it honestly report its

own verification state? Can a client or auditor prove what was claimed?

This paper describes the verification and accountability architecture of the ar.io network. The architecture does

not rely on a single mechanism to make delivery trustworthy. Instead, it separates content integrity, gateway

claim attribution, client-side verification, and economic accountability into composable layers. Response

signatures make gateway claims attributable; they do not by themselves prove that the claims are true. Client-

side verification can establish content integrity cryptographically for known transaction IDs. Observer-based

accountability deters persistent misbehavior through economic penalties.

We describe the cryptographic primitives, trust assumptions, limitations, and performance characteristics at

each layer.

1. Introduction: Storage Is Not Delivery

Arweave proves that data was committed to and replicated by the storage layer. It does not prove that a

particular gateway served that data honestly to a particular client.

Content-committing storage systems provide a natural integrity property: the identifier of a piece of data is

cryptographically bound to its content. This property operates at the storage layer. It does not extend through

intermediaries. A gateway that retrieves data from Arweave and serves it to a client can lie, omit, stale-serve,

misreport, or selectively censor without violating any storage-layer invariant.

The ar.io network addresses this gap through a layered verification and accountability architecture. The layers

are:

1. Arweave commitment model. Cryptographic binding between identifiers, signatures, and content.

(Section 4)

2. Gateway local verification. Background re-verification of cached data against the chain with automatic re-

import on failure. (Section 5)

3. Signed gateway claims. RFC 9421 HTTP Message Signatures that make gateway assertions provable and

attributable to staked on-chain identities. (Section 6)

4. Client-side verification (Wayfinder). Pluggable verification strategies, ranging from gateway attestation

acceptance to full cryptographic signature verification. (Section 7)

5. Network observation. Peer-based sampling of gateway behavior with economic consequences for

persistent failures. (Section 8)
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These layers address different failure modes and compose into a layered system. No single layer is sufficient.

Together, they provide content integrity, claim attribution, configurable client verification, and long-term

behavioral accountability. The threat model (Section 3) defines the adversaries this architecture is designed

against; Section 10 walks through specific attack scenarios.

This paper assumes basic familiarity with Arweave and the ar.io network. For background reading, see the ar.io

Network White Paper at whitepaper.ar.io.

2. Security Goals and Non-Goals

2.1 Cryptographic and Security Goals

1. Data integrity. Clients can detect when served data does not match what was committed to the storage

layer, given a known transaction or data item ID.

2. Claim attribution. When gateways assert verification status, name resolution results, or other trust-relevant

metadata, those assertions can be signed, attributed to a specific operator identity, and audited.

3. Non-repudiation. Signed gateway claims can be cryptographically attributed to an attested response-

signing key. If the attestation chain and registry state are valid for the signature timestamp, the claim is

attributable to the corresponding gateway operator identity.

4. Replay resistance. Signed responses are bound to specific requests, preventing a signature from one

request being presented as valid for another.

5. Verification accountability. False verification claims can be independently checked, attributed to a specific

gateway when signed, and used as evidence for client rejection, observer reporting, or protocol-level

penalties.

2.2 Operational Goals

1. Cache corruption detection. Background verification detects data that has been corrupted, incompletely

imported, or become inconsistent with the base layer.

2. Automatic re-import. Data that fails verification is re-downloaded from base-layer retrieval paths or

configured network sources, bypassing the corrupted local cache, without operator intervention.

3. Streaming compatibility. Verification and signing mechanisms preserve streaming performance for large

data objects.

2.3 Non-Goals

This architecture does not attempt to provide:

Universal proof of delivery. The system does not produce a cryptographic proof that a specific client

received a complete response body from a gateway.

Prevention of false claims. Signing makes false claims attributable, not impossible. A malicious gateway can

sign false headers.

Storage layer consensus. Arweave's proof-of-access mechanism and miner incentives are assumed to

function correctly.

Denial of service protection. Gateway availability is addressed by network redundancy, not verification.

3. Threat Model

3.1 Adversary Capabilities

Malicious gateway operator. Controls the gateway software and configuration. Can intentionally serve

incorrect data, falsify verification headers, selectively censor content, or behave differently for different

clients.

Network intermediary. A man-in-the-middle (CDN, ISP, proxy) that can observe, modify, or drop HTTP traffic.

TLS mitigates this for direct connections but does not help when the gateway itself is the adversary.

Cache poisoning. An attacker causes a gateway to cache incorrect data through compromised upstream

peers or race conditions during initial retrieval.

Stale data. A gateway serves outdated cached data superseded by a chain reorganization on the base layer.

Targeted equivocation. A gateway serves correct data to known observers or reference gateways while

serving incorrect data to selected users.
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3.2 Assumptions

SHA-256 and SHA-384 remain collision-resistant.

RSA-4096 and Ed25519 remain secure against forgery.

Arweave's storage layer correctly commits and replicates data.

On-chain state (Gateway Address Registry, ArNS records) reflects current protocol consensus.

4. Arweave Commitment Model

4.1 Signature-Mediated Content Commitment

Arweave uses indirect content addressing rather than direct content addressing. In systems where address =

hash(content) , a client can verify content by computing a single hash. Arweave's scheme is different.

For Layer 1 (L1) transactions, the transaction ID is derived from the transaction's signature: tx_id = SHA-

256(signature) . The signature covers a deep hash of the transaction's structured fields, including the data root

(the Merkle root of the transaction's content). The binding between identifier and content is transitive. Each link

is independently verifiable, but a client cannot verify Arweave content by simply hashing the response body and

comparing it to the transaction ID. It must verify the transaction signature and the Merkle data root

commitment.

For bundled data items (ANS-104), the data item ID follows the same pattern: item_id = SHA-256(signature) , where

the signature covers a deep hash of the item's content, tags, owner, target, and anchor fields.

4.2 Merkle Tree Construction

Transaction data is split into chunks of at most 256 KiB. If taking a full-size chunk would leave a remainder

smaller than the minimum chunk size (32 KiB), the remaining data is instead split roughly in half, producing two

balanced chunks rather than one full and one undersized.

Each chunk produces a leaf node. The chunk data is first hashed to produce a data hash, which is then used in

the leaf construction:

data_hash = SHA-256(chunk_data)
leaf = SHA-256(SHA-256(data_hash) || SHA-256(offset_bytes))

Branch nodes are constructed as:

branch = SHA-256(SHA-256(left_child) || SHA-256(right_child) || SHA-256(offset_bytes))

The root of this tree is the transaction's data_root , included in the transaction header and committed to the

blockweave. This section summarizes the Arweave reference implementation. The formulas above have been

verified against the ar.io gateway's Merkle path parser and the Arweave JS library. Implementers should treat the

canonical Arweave node implementation as authoritative for byte-level encoding.

4.3 Merkle Path Validation

A Merkle path ( data_path ) proves that a specific chunk exists at a specific offset within a transaction's data. The

path consists of branch nodes (96 bytes each: left hash, right hash, offset) followed by a leaf node (64 bytes:

data hash, offset).

Validation proceeds from root to leaf:

1. At each branch, compute SHA-256(SHA-256(left) || SHA-256(right) || SHA-256(offset)) .

2. Compare against the current expected hash (starting with data_root ).

3. Descend left if target_offset < branch_offset , right otherwise.

4. At the leaf, verify SHA-256(SHA-256(leaf_data_hash) || SHA-256(leaf_offset)) == current_hash .

5. Verify SHA-256(chunk_data) == leaf_data_hash .

A related structure, the tx_path , proves a transaction's inclusion in a block by validating against the block's

tx_root . This extracts the transaction's data_root , start offset, end offset, and size without a database lookup.

4.4 ANS-104 Deep Hash and Signature Verification

For bundled data items, signature verification requires computing a deep hash (SHA-384 based, recursive tree

structure) over the item's structured fields:

deep_hash(["dataitem", "1", signature_type, owner, target, anchor, tags_bytes, data])
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The signature is verified against this deep hash using the algorithm specified by the signature type field. The

data item ID is SHA-256(signature) , binding content, signer, and identifier.

For large data items, clients and gateways should compute the deep hash incrementally where implementation

permits, or otherwise bound memory usage during verification.

5. Gateway Local Verification and Self-Healing

5.1 Background Verification Worker

Each ar.io gateway runs a background DataVerificationWorker  that continuously re-verifies cached data. The

worker operates on a configurable interval (default: 600 seconds) with configurable concurrency (default: 1

worker thread).

The verification pipeline has five phases:

Phase 1: Discovery. The worker queries the local database for data IDs where verified = FALSE  and

verification_retry_count < MAX_RETRIES  (default: 5). Items are prioritized: data accessed via ArNS name resolution

receives higher priority (80 for preferred names, 60 for any ArNS name).

Phase 2: Data Retrieval. For each candidate, the worker retrieves the indexed data_root  and fetches the raw

data stream from local storage.

Phase 3: Cryptographic Computation. A worker thread reads the data stream, chunks it per Arweave's

specification, computes SHA-256 hashes of each chunk, constructs a balanced binary Merkle tree, and returns

the computed root.

Phase 4: Root Comparison. The computed data_root  is compared against the indexed data_root  (stored when

the transaction was originally indexed from the chain). If no indexed root exists (indicating an unbundled

bundle), the item is queued for bundle re-processing.

Phase 5: Action.

On match: the database is updated with verified = 1, verified_at = timestamp .

On mismatch: the item is queued for re-download from Arweave chunks, bypassing the cache.

On error: the retry counter is incremented and the item is requeued.

5.2 Bundle Verification

For ANS-104 bundles, the gateway performs full cryptographic verification of each contained data item during

unbundling:

1. Parse the bundle header (32-byte item count, then 64 bytes per item).

2. For each data item, read the signature type, signature, owner public key, target, anchor, and tags.

3. Verify item_id == SHA-256(signature) . Reject on mismatch.

4. Compute the deep hash over all structured fields including the data stream.

5. Verify the signature against the deep hash.

6. Compute SHA-256(data)  for content-addressable storage.

5.3 Trust and Verification Headers

Gateways expose verification state to clients via HTTP response headers. These are gateway assertions about

local state, not cryptographic proofs of verification. A malicious gateway controls its own database and

software, so these headers should not be treated as proof unless accompanied by independently verifiable

evidence or checked by the client.

X-AR-IO-Verified. Set to true  only when both conditions hold: (a) the database marks the data as verified,

AND (b) the response is served from local cache. Data served from network sources is not marked as verified

because the hash cannot be confirmed in-flight during streaming.

X-AR-IO-Stable. Set to true  when the data exists in a block beyond Arweave's maximum fork depth,

indicating base-layer finality. Stability is a finality property, not a freshness property. Stable data may still be

stale relative to a mutable name resolution or application-level pointer.

X-AR-IO-Trusted. Set to true  when the data was retrieved from a source the operator has configured as

trusted. This is an operator-local source classification. It does not imply protocol-level trust, cryptographic
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verification, or endorsement by the ar.io protocol. Clients should not treat this header as a trust signal unless

they explicitly trust the serving gateway's source policy.

Content-Digest (RFC 9530). SHA-256 hash of the response body. Set on cache hits, HEAD requests, and

buffered responses under a configurable size threshold (default 2 MiB). For uncached responses within the

threshold, the gateway buffers the body in memory, computes SHA-256, and sets Content-Digest before the

response is sent, making it available for signing. Responses above the threshold are streamed without Content-

Digest. Latency cost scales linearly with body size: ~15µs for 1 KiB, ~1.3ms for 2 MiB.

5.4 Stochastic Re-Verification

On every cache hit, the gateway performs a probabilistic check to detect cache corruption. For data from

untrusted sources, each access has a 10% probability of triggering background re-verification. The system re-

fetches the data from the upstream source, computes SHA-256, and compares against the cached hash. On

mismatch, the cached data is evicted.

This creates a Bernoulli trial on each access. After n accesses, the probability of detecting a corrupted entry is 1

- (0.9)^n . After 22 accesses, the probability exceeds 90%.

Stochastic re-verification is primarily designed to detect accidental cache corruption, stale imports, and

inconsistent upstream retrieval. It is not designed to prevent a malicious gateway operator from intentionally

serving incorrect data, because a malicious operator controls the re-verification process itself.

6. Signed Gateway Claims: RFC 9421 HTTP Message Signatures

6.1 Problem Statement

The trust headers described in Section 5.3 are unsigned HTTP headers. Any intermediary (or the gateway itself)

can set, modify, or remove them. Without signing, gateway assertions are unauthenticated, forgeable, and

deniable.

Important limitation: HTTPSIG provides non-repudiation for gateway claims, not body delivery proofs. Body

correctness must be established separately through Content-Digest or client-side Arweave/ANS-104 verification.

6.2 Architecture

Ar.io gateways can opt in to signing response headers using RFC 9421 HTTP Message Signatures. The signing

architecture uses a two-key hierarchy:

Signing key. An Ed25519 key pair, auto-generated on first startup. This is the hot key used for every response.

Ed25519 was chosen over RSA-4096 for performance: production benchmarking measured 77 microseconds

per signed response end-to-end versus 3,451 microseconds for RSA-PSS signing alone.

Attestation key. The gateway operator's wallet, which holds the staked on-chain identity. This key signs a one-

time attestation document binding the Ed25519 signing key to the operator's identity. The attestation is stored

on Arweave for permanent availability. The attestation mechanism is wallet-agnostic: the current

implementation uses RSA-PSS-SHA256 with Arweave wallets, but the architecture supports any signing

scheme that can bind an Ed25519 key to a registered on-chain identity.

6.3 Signing Process

The signing middleware intercepts res.writeHead()  in the request pipeline. At response time:

1. Strip any upstream Signature  and Signature-Input  headers.

2. Intersect present response headers with the set of signable headers.

3. If no signable headers are present (admin, GraphQL, health endpoints), skip signing.

4. Construct the signature base per RFC 9421 Section 2.5.

5. Sign the base string with Ed25519.

6. Set Signature-Input  and Signature  headers.

When gateways chain (one fetches from another), upstream signature headers are stripped before the serving

gateway signs its own. Each gateway signs its own assessment, not forwarded claims.

6.4 Signable Headers

The middleware signs all trust-relevant headers present on a given response:
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Category Headers

Data verification x-ar-io-data-id , x-ar-io-verified , x-ar-io-stable , x-ar-io-trusted

Body integrity content-type , content-digest

ArNS resolution x-arns-name , x-arns-resolved-id , x-arns-ttl-seconds , x-arns-process-id

ANS-104 data items x-ar-io-root-transaction-id , x-arweave-owner-address , x-arweave-tags-truncated , x-arweave-tag-*

Chunk data x-arweave-chunk-data-root , x-arweave-chunk-tx-id , x-ar-io-chunk-source-type

Request binding @method;req , @path;req

Status @status

ArNS name resolution is a particular verification concern because it introduces indirection between a human-

readable name and the underlying data. The signed ArNS headers create an undeniable record of what the

gateway claimed the name resolved to. Clients can independently verify this claim by reading the relevant ArNS

on-chain state and comparing the authoritative target against the signed resolution.

6.5 What Signing Proves and Does Not Prove

Proves: A holder of the attested response-signing key produced a signature over specific response

components and signature parameters. If the attestation chain is valid, this is attributable to the corresponding

gateway operator identity. The response is bound to a specific request (when request binding is enabled).

Does not prove:

That the claims are true. A malicious gateway can sign X-AR-IO-Verified: true  for data it never verified.

What bytes were transmitted over the wire. The body is not signed.

That the client received the complete response.

Signing provides non-repudiation of claims, not proof of correct behavior. Detecting false claims requires

independent verification: client-side verification, reference-gateway comparison, direct protocol-state reads,

or observer reporting.

6.6 Body Integrity

The body is not signed. This is deliberate: buffering multi-gigabyte responses to produce a body hash would

break streaming. Body integrity is established through two paths:

Path 1: Content-Digest. For responses under the buffer threshold (default 2 MiB), and on all cache hits and

HEAD requests, the gateway sets a co-signed Content-Digest  header (SHA-256 of the body, RFC 9530). Clients

compute SHA-256(received_body)  and compare. This covers the majority of gateway traffic: production telemetry

shows ~96.5% of digest emissions are cache hits (zero added cost) with ~3.5% computed via the new buffered

path.

Path 2: Signature-mediated content commitment. For Arweave content, the signed x-ar-io-data-id  is bound

to the content through the transitive chain described in Section 4.1. Clients can verify body integrity by walking

this chain. This requires meaningful client-side work but does not require the gateway to buffer.

For non-Arweave responses (info endpoints, errors), the signature provides non-repudiation only. No body

integrity path is available.

6.7 Partial Content and Range Responses

For partial content responses, signing x-ar-io-data-id  alone does not bind the response to a specific byte

range. The current signable header set does not include content-range , content-length , or request range  headers.

Clients should treat signed partial responses as attributable claims about the object identity, not precise

signed claims about the byte interval delivered.

6.8 Verification Chain

6.9 Key Management and Rotation

Response signing keys should be rotated periodically. Attestation documents include an issuedAt  timestamp.

The current implementation does not include an expiration field; expiration semantics are planned for a future

version. Clients may cache attestations but should re-fetch periodically to detect key rotations.

ar.io Verification Architecture | 7



If an Ed25519 signing key is compromised, the operator can rotate to a new key (generating a new attestation),

but previously signed responses from the compromised key remain cryptographically valid. There is no real-

time revocation mechanism in the current implementation. Future protocol versions may introduce attestation

expiration fields and an on-chain revocation registry.

A signature may be cryptographically valid while the gateway's current economic status has changed. A verifier

checking historical signatures should consider whether the gateway was registered and staked at the created

timestamp, not just whether it is currently active.

6.10 Performance

Metric Measured

Per-response signing cost ~77 microseconds

Worst-case per response (histogram ceiling) ~500 microseconds

Throughput impact on data endpoints (c=50, warm cache) Under 2%

Middleware overhead on unsigned endpoints (info, health) 5-12% throughput, sub-2ms absolute

Signature size 64 bytes (88 base64)

Header overhead 250-400 bytes

At 1,000 signed requests per second sustained, signing consumes under 8% of one CPU core. On data-serving

endpoints where baseline latency is 25-30ms, the 77µs signing cost is not measurable in end-to-end response

time.

7. Client-Side Verification: Wayfinder

7.1 Overview

Wayfinder is a client-side protocol for routing requests across the ar.io network and verifying responses. It

provides pluggable verification strategies with explicit trust assumptions.

7.2 Verification Strategies

7.2.1 RemoteVerificationStrategy (Gateway Attestation Acceptance)

Accepts the serving gateway's x-ar-io-verified  assertion. This is not cryptographic verification of the response

body. It is reliance on the gateway's self-reported local verification state. No local computation is performed.

Suitable only for gateways operated by the client.

7.2.2 HashVerificationStrategy

Computes SHA-256 of the received data and compares against a hash obtained from one or more configured

reference gateways. Security is bounded by the trustworthiness of the reference gateways.

7.2.3 DataRootVerificationStrategy

Computes the Merkle data root of the received data and compares against the root obtained from reference

gateways. Most useful for L1 transactions where the data root is a first-class on-chain field.

7.2.4 SignatureVerificationStrategy

The strongest strategy. Performs cryptographic signature verification.

For ANS-104 data items: Fetch signature components from reference gateways, compute the ANS-104 deep

hash (recursive SHA-384) over the data and structured fields, and verify the signature.

For L1 transactions: Retrieve transaction metadata, compute the Merkle data root from the streamed data, and

verify the RSA-PSS signature over the deep hash.

For known transaction/data item IDs, signature verification is trustless for data integrity. If the client has the

data, signature, and owner key, it can verify that SHA-256(signature) == requested_id . A gateway cannot fabricate a

valid item with the correct ID without the signer's private key. Reference gateways may still be needed to obtain

metadata if the serving gateway does not provide it, but once the client has the required signed fields, the

integrity check is cryptographic and does not depend on trusting the metadata source.
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7.3 What Can Be Verified, and What Requires Trust

Request Type What Can Be Verified Locally What Still Needs Trust or External State

Raw transaction/data item by
known ID

Bytes match the signed commitment for
that ID

Availability of metadata (signature, owner
key)

ArNS name Bytes match the resolved ID Correctness and freshness of name
resolution

Gateway trust header Signature proves gateway made the claim Truth of the claim requires independent
verification

7.4 Failure Handling

The strict  flag controls behavior on verification failure. In fail-closed mode, verification failure throws an error

and no data is returned. In fail-open mode, a warning event is emitted and data is still returned. Verification is

disabled by default and must be explicitly configured. Defaults favor compatibility and performance for

general browsing; applications with integrity-sensitive workflows should explicitly select a stricter profile.

8. Network Observation and Economic Accountability

8.1 Purpose

The observer protocol provides network-level behavioral accountability through peer observation.

Observation is not a substitute for client-side verification. It is a sampling-based accountability mechanism for

detecting persistent or publicly observable misbehavior.

8.2 Epoch Structure and Process

The protocol operates on 24-hour epochs. Each epoch, up to 50 gateways are selected as observers via

weighted random selection using entropy derived from Solana runtime values (slot, epoch index, timestamp).

Selection weight is a composite of stake weight, tenure weight, gateway performance ratio, and observer

performance ratio.

Each observer tests assigned gateways against ArNS names (2 prescribed by the smart contract, additional

names chosen by the observer). For a subset of gateways, observers also perform chunk/offset validation:

select random offsets within the stable weave range, fetch the chunk with its Merkle proof, and validate the

proof against the transaction's data_root .

8.3 Consensus and Consequences

Observers submit results as a bitmap (375 bytes = 3000 bits, one bit per gateway) plus detailed JSON reports

stored permanently on Arweave. A gateway is considered failed for an epoch if more than half of observers that

submitted reports marked it as failed. Under current protocol rules, gateways that fail observation for 30

consecutive epochs are eligible for removal and minimum-stake slashing (100% of the minimum operator

stake).

8.4 Limitations of Observation

The observer protocol detects persistent public misbehavior, not targeted equivocation. A gateway that serves

correct data to observers while serving incorrect data to selected users may not be caught by observation

alone. HTTPSIG can produce evidence of such behavior if the affected user records the signed response, and

Wayfinder can detect it locally.

Observer reports are signed by the observer and stored permanently on Arweave. Reports include target

gateway, request path, timestamp, response status, relevant headers, and verification result. This evidence is

auditable after the fact but is not independently reproducible for all failure types (latency and availability

failures are inherently non-reproducible by third parties).

9. Composed Trust Model

9.1 Claims, Proofs, and Accountability

Not every mechanism in this architecture is a cryptographic proof:
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Mechanism Type Meaning

X-AR-IO-Verified Claim Gateway asserts local cache was verified

HTTPSIG signature Signed claim Gateway is accountable for the claim

Content-Digest (co-signed) Verifiable digest Client can check body hash

Arweave signature verification Proof Client verifies content commitment against signer's key

Observer report Accountability signal Network-level behavioral evidence

Slashing Economic consequence Punishment for persistent failure

A claim is a statement. A signed claim is an attributable statement. A proof is a cryptographically verifiable

demonstration. The architecture uses all three at different layers.

9.2 Layer Summary

Layer What It Verifies Trust Required Cryptographic Basis

Arweave
commitment

Data committed to storage Arweave consensus SHA-256 Merkle trees, L1 and ANS-
104 signatures

Gateway internal Cached data matches chain

state

Gateway's own process SHA-256 Merkle root

recomputation

Signed claims

(HTTPSIG)

Gateway made specific claims Attestation chain Ed25519 signatures, wallet-signed

attestation

Client-side
(Wayfinder)

Served data matches
commitment or reference

Reference gateways or none
(signature by known ID)

SHA-256, Merkle trees, deep hash,
sig verify

Observer protocol Gateway behaves correctly
over time

Observer entropy, majority
consensus

SHA-256 over runtime values,
Merkle proof validation

9.3 Composition

The layers are not redundant. Each addresses a failure mode the others miss. Internal verification detects cache

corruption but does not help if the gateway intentionally serves different data. HTTPSIG makes intentional

misrepresentation detectable after the fact but cannot prevent it. Wayfinder detects misrepresentation at

request time but depends on client configuration. The observer protocol detects persistent misbehavior but

has 24-hour granularity.

9.4 Remaining Trust Assumptions

1. SHA-256 and SHA-384 collision resistance.

2. Reference gateway metadata. Hash and data root strategies depend on reference gateways. Signature

verification by known ID does not.

3. Attestation freshness. No real-time revocation. Compromised signing keys remain valid until rotation.

4. Observer honesty. A coalition controlling >50% of selected observers in a given epoch could falsify results.

5. Protocol state accuracy. ArNS resolution and Gateway Address Registry lookups depend on the

correctness of the underlying protocol state.

6. ArNS resolution is separate from data integrity. A client can verify that bytes match a transaction ID while

being misled about name resolution.

10. Attack Scenarios

10.1 Malicious Gateway Serves Wrong Data for Known ID

Without client verification: client accepts bad data. With HTTPSIG: gateway's false claim is signed and

attributable. With Wayfinder signature verification: client rejects (signature chain fails). With observer protocol:

only detected if observed or persistent.

10.2 Gateway Signs Verified=True Falsely

HTTPSIG makes the lie attributable. A client or observer can challenge by recomputing the data root. Slashing

requires protocol evidence rules (currently based on observer reporting, not individual fraud proofs).

ar.io Verification Architecture | 10



10.3 Targeted Equivocation

A gateway serves correct data to observers and reference gateways, but incorrect data to selected users. The

observer protocol may not catch this. HTTPSIG can produce evidence if the user records the signed response.

Wayfinder detects it locally. This is the hardest attack to detect at the network level.

10.4 Stale ArNS Resolution

A gateway resolves a name to an old transaction. Mitigations: signed ArNS headers create evidence, clients can

query on-chain state directly, reference gateway comparison can detect disagreement, TTL headers are

signed.

10.5 Compromised Response Signing Key

An attacker obtains the signing key. They can sign false claims until the operator rotates keys. They cannot forge

operator wallet attestations. Mitigations: shorter attestation lifetimes, key rotation, optional HSM/TEE storage,

future on-chain revocation registry.

10.6 CDN or Reverse Proxy Strips Signatures

If a gateway is behind a CDN, headers can be modified. Clients should treat missing signatures as unsigned

mode. Gateways publish signing support in /ar-io/info .

11. Related Work

IPFS Bitswap and Trustless Gateways. IPFS uses direct content addressing (CID = hash(content)), making

verification a single hash comparison. IPFS has recent work on trustless gateway responses using CAR files and

inclusion proofs. ar.io's challenge is harder because Arweave's signature-mediated scheme requires walking a

multi-step chain, but ar.io provides gateway-level accountability and economic penalties that IPFS does not.

Signed HTTP Exchanges (SXG). Google's SXG bundles a signed HTTP response with its certificate chain. SXG

signs the full response body, which ar.io avoids to preserve streaming. SXG requires Web PKI certificates. ar.io

uses staked on-chain identities.

Certificate Transparency. Certificate Transparency logs provide an append-only record of issued certificates.

A similar transparency log for gateway signing-key attestations could detect equivocation and unauthorized

rotations. This is a natural extension of the attestation model.

Trusted Execution Environments (TEEs). TEEs can attest that a gateway is running a particular software image

and can harden key custody, but they introduce hardware and vendor trust assumptions and do not by

themselves create portable evidence of specific HTTP claims. ar.io's HTTPSIG layer is complementary: it signs

the claims clients actually receive.

Traditional CDN Verification. CDNs rely on TLS between origin and edge and between edge and client. This

protects against network intermediaries but provides no verification of the CDN itself.

12. Limitations and Future Work

12.1 Current Limitations

1. No universal proof of delivery. The system does not produce a cryptographic proof that a specific client

received a complete response body.

2. Signed headers are not signed truth. HTTP signatures make claims attributable, not correct.

3. Client-side verification is opt-in. Verification is disabled by default.

4. Reference gateway trust. Hash and data root strategies depend on reference gateways.

5. ArNS correctness is separate from data integrity.

6. No real-time key revocation.

7. Observation is sampling-based. Observers cannot catch every targeted or one-off attack.

8. Partial content and large responses. Range responses are not signed with content-range . Uncached

responses above the buffer threshold (default 2 MiB) and responses with unknown size are streamed without

Content-Digest. For these, the signature attests metadata only.

12.2 Future Work

1. On-chain signing-key revocation registry.

2. Transparency log for gateway attestations.
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3. Signed verification receipts for high-value retrievals.

4. Client challenge protocol connecting HTTPSIG evidence to the slashing system.

5. Quorum-based ArNS resolution.

6. Authority, range, and partial content binding.

7. Default verification profiles for lightweight objects.

12.3 Implementation Status

Component Status

Gateway background verification Implemented

Stochastic re-verification Implemented

Trust and verification headers Implemented

Content-Digest (cache hits, HEAD, buffered ≤2 MiB) Implemented

HTTPSIG response signing (RFC 9421) Implemented, opt-in

Wallet attestation upload Implemented, best-effort

Wayfinder verification strategies Implemented

Observer protocol Implemented

Slashing for 30 consecutive failures Implemented

ArNS/GAR Solana deployment Implemented

Partial content / range binding Future work

On-chain revocation registry Future work

Attestation transparency log Future work

13. Conclusion

Permanent storage solves persistence. It does not solve honest delivery. This paper has described the specific

mechanisms ar.io uses to address that gap, and has been explicit about what each mechanism provides and

what it does not.

Gateway trust is not a single problem. Cache corruption, false claims, data integrity, name resolution

correctness, and long-term behavioral compliance are distinct failure modes that require distinct

countermeasures. No single mechanism handles all of them. The architecture works because the layers target

different threats at different timescales: milliseconds for client-side signature verification, seconds for

gateway self-healing, hours for stochastic re-verification, and days for observer-based economic

accountability.

The tradeoffs in this architecture reflect production constraints. Signing headers instead of bodies preserves

streaming for multi-gigabyte permanent data. Making verification opt-in rather than mandatory keeps the

system accessible to lightweight clients. Using probabilistic rather than exhaustive cache checking bounds

operational overhead. These are engineering tradeoffs, not accidental gaps, and they are documented as such

throughout.

A client who knows a transaction ID and runs signature verification can establish data integrity without trusting

any gateway. The rest of the system exists to make that level of assurance practical and economically

sustainable across a network of independent operators.
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Appendix A: Cryptographic Primitives Summary

Primitive Algorithm Key Size Usage

Content commitment SHA-256 N/A Transaction IDs, data item IDs

Merkle trees SHA-256 (balanced binary) N/A Data roots, tx roots, chunk proofs

Deep hash SHA-384 (recursive tree) N/A ANS-104 data item binding

Transaction signatures RSA-PSS, SHA-256 4096 bits Arweave L1 transactions

Data item signatures ANS-104-supported schemes Varies ANS-104 items (multi-chain)

Response signing Ed25519 256 bits HTTPSIG per-response

Attestation Wallet-specific Varies Key-to-identity binding

Cache integrity SHA-256 N/A Stochastic re-verification

Observer entropy SHA-256 over slot + epoch index + timestamp N/A Observer selection
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